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What You Need to Know About Lognormal Models

Donald J. Wheeler

When do we need to fit a Lognormal distribution to our skewed
histograms? This article considers the basic properties of the
Lognormal family of distributions and reveals some interesting, and
time saving, characteristics that are useful when analyzing data.

THE LOGNORMAL FAMILY OF DISTRIBUTIONS

While software facilitates the use of Lognormal distributions, the
following formulas are given here in the interest of clarity of notation.
If X is a lognormally distributed random variable with parameters
alpha and beta, then Y = In(X) will be a normally distributed variable
with:

MEAN(YY)=In(a) and SD(Y)=p.
The mean for the lognormal variable X will be:
MEAN(X) = a exp( 0.5 32 )
while the variance parameter for the lognormal variable X will be:
VARX) = a2 [exp(22) — exp(pB?) |

And the cumulative distribution function of X, F(x), will be found by
evaluating the cumulative standard normal distribution F(z) at the
point:

, = ln(x)B— In( a)

While the value for the alpha parameter defines both the median
and the scale for the distribution of X, it is the value for the beta
parameter that defines the shape of the distribution of X. The
skewness and kurtosis of the Lognormal distribution will increase as
beta increases. Figure 1 shows the standardized versions of the
Lognormal distributions for beta values of 0.25, 0.50, 0.75, 1.00 and
1.25. While all Lognormal distributions are said to be mound-
shaped, Figure 1 shows that the distinction between J-shaped and
mound-shaped blurs for large values of beta.

www.spcpress.com/pdf/DJW421.pdf 1 January 2024



Donald J. Wheeler What You Need to Know About Lognormal Models

B=100 ——
B:
B=050 - /T
B=025. A
3 2 a1 0o 1 2 3 4 5

Figure 1: Five Standardized Lognormal Distributions

Fixed-Width Central Intervals

Lognormal Area Area Area Most
Parameter Within Within Within  Extreme ppt
Beta Skewness Kurtosis One SD TwoSD  Three SD z-score
0.10 0.30 3.16 0.686 0.955 0.996 3.54
0.20 0.61 3.68 0.694 0.957 0.993 4.05
0.25 0.78 4.10 0.701 0.958 0.992 4.33
0.30 0.95 4.64 0.709 0.958 0.990 4.61
0.40 1.32 6.26 0.732 0.957 0.987 5.23
0.50 1.75 8.90 0.764 0.956 0.985 5.89
0.60 2.26 13.3 0.805 0.955 0.983 6.58
0.70 2.89 20.8 0.854 0.956 0.982 7.30
0.75 3.26 26.5 0.877 0.957 0.981 7.67
0.80 3.69 34.4 0.891 0.958 0.981 8.03
0.90 4.75 60.4 0.900 0.960 0.981 8.74
1.00 6.18 114 0.909 0.963 0.982 9.41
1.10 8.21 233 0.919 0.966 0.983 10.00
1.20 11.2 518 0.927 0.969 0.984 10.50
1.25 13.1 800 0.932 0.971 0.985 10.70
1.30 15.6 1266 0.936 0.972 0.985 10.87
1.40 22.5 3404 0.944 0.976 0.987 11.09
1.50 33.5 10078 0.952 0.979 0.988 11.14

Figure 2: Characteristics for Various Lognormal Models

To compare different Lognormal distributions the table in Figure 2
uses 18 different models with beta values ranging from 0.10 to 1.50.
For each model we have the skewness and kurtosis, the areas within
one, two, and three standard deviations of the mean, and the z-score
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for the 99.9th percentile of the model.

The z-scores in the last column of Figure 2 would seem to validate
the idea that increasing skewness corresponds to elongated tails. As
the skewness gets larger the z-score for the most extreme part per
thousand also increases. But what about the weight of the tails?

Figure 3 plots the areas for the three central intervals against the
skewness of the models from Figure 2. The bottom curve of Figure 3
(k = 1) shows that the areas found within one standard deviation of
the mean of a Lognormal distribution will increase with increasing
skewness. Since the tails of a probability model are traditionally
defined as those regions that are more than one standard deviation
away from the mean, the bottom curve of Figure 3 shows us that the
areas in the tails must decrease with increasing skewness. This
contradicts the common notion about skewness and a heavy tail.
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Figure 3: Coverages for Fixed-Width Central Intervals for Lognormals

So while the infinitesimal areas under the extreme tails will move
further away from the mean with increasing skewness, the classically
defined tails do not get heavier. Rather they actually get much
lighter with increasing skewness. To move the outer few parts per
thousand further away from the mean you have to compensate by
moving a much larger percentage closer to the mean. This
compensation is required by the laws of rotational inertia and is both
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unavoidable and inevitable. To stretch the long tail you have to pack
an ever increasing proportion into the center of the distribution!

To move the most extreme part per thousand
from 3.54 SD Above the Mean
to 5.89 SD Above the Mean
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78 parts per thousand have to be shifted
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Figure 4: How the Tails Get Lighter with Increasing Skewness

So while skewness is associated with one tail being elongated, that
elongation does not result in a heavier tail, but rather in a lighter tail.
Moreover, Figure 3 also contains a couple of additional surprises
about this family of distributions. The first of these is the middle
curve (k = 2) which shows the areas within two standard deviations
of the mean. The flatness of this curve shows that, regardless of the
skewness, your Lognormal distribution will always have
approximately 96% of its area within two standard deviations of the
mean.

The second unexpected characteristic of the Lognormals is seen in
the top curve of Figure 3 (k = 3) which shows the areas within three-
standard-deviations of the mean. While these areas drop slightly at
first, they stabilize around 98 percent before beginning to climb back
up. This means that a fixed-width, three-standard-deviation central
interval for a Lognormal distribution will always contain at least 98
percent of that distribution.
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Figure 5: Common Characteristics of Lognormal Distributions

SO WHAT GETS STRETCHED?

If the tail gets both elongated and thinner at the same time,
something has to get stretched. To visualize what gets stretched we
shall look at the widths of intervals centered on the mean that contain
specified areas under the curve. Each column in Figure 6 is for a
fixed area, and the values shown are the widths of the corresponding
intervals for each of the 18 Lognormal models. For example, a
Lognormal model with a beta parameter of 0.50 will have 92 percent
of its area within 1.49 standard deviations of the mean, and it will
have 95 percent of its area within 1.89 standard deviations of the
mean.
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Lognormal Model Fixed Coverages
Beta Skew Kurt 0.92 0.95 0.96 0.98 0.99 0.995 0.999

0.10 030 3.16 1.74 1.95 2.05 2.34 2.62 2.90 3.54
0.20 0.61 3.68 1.71 1.92 2.03 2.39 2.78 3.17  4.05
0.25 078 4.10 1.67 1.91 2.03 244 2.89 3.33 4.33

0.30 095 4.64 1.64 1.89 2.03 251 3.00 3.49 4.61
0.40 132 6.26 1.57 1.88 207 264 3.22 3.81 5.23
0.50 1.75 8.90 1.49 1.89 2.10 2.75 3.42 413 5.89

0.60 226 133 1.43 1.89 211 2.83 3.60 443 6.58
0.70 289 208 1.38 1.86 2.10 2.89 3.76 472 7.30
0.75 326 265 1.34 1.83 2.08 2.90 3.82 4.85 7.66

0.80 3.69 344 1.31 1.80 2.06 291 3.88 4.97 8.03
090 475 604 1.22 1.73 1.99 2.90 3.95 5.17 8.74
1.00 6.18 114 1.12 1.64 1.90 2.85 3.98 5.32 941

1.10 821 233 1.02 1.52 1.79 2.76 3.95 540 10.00
120 11.2 518 091 1.40 1.66 2.63 387 541 1050
125 132 800 0.85 1.33 1.59 2.56 3.81 539 10.71

1.30 15.6 1266  0.80 1.26 1.51 247 373 534 10.87
140 225 3404 0.68 1.12 136 229 354 519 11.09
1.50 335 10078 0.58 0.97 120 208 331 497 11.14

Figure 6: Widths of Central Intervals for Fixed Areas

Values of Lognormal Beta Parameter
0102 03 04 05 06 07 08 09 10

6.0

o??’ It is the outer 1% and 2%

g 0.995
© that are

o
o

increasingly stretched

as the skewness

B
o

0.99
increases

The middle 98% 0.98

expands slightly and then stays put

Middle 96% essentially stays put
Middle 92% shrinks toward the mean

T T L L B Lt B B L Y L B B B

0 1 2 3 4 5 6
Skewness of Lognormal Distribution

o
o

0.96

Z-scores for Central Intervals
Covering Specific Proportions
w
o

0.92

—_
o

Figure 7: Widths of Central Intervals vs Skewness
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Figure 7 shows values from the columns of Figure 6 plotted
against skewness. The bottom curve shows that the middle 92
percent of a Lognormal will shrink down into the central zone as
skewness increases The 96 percent curve remains remarkably flat,
hovering near 2.0 standard deviations until the increasing mass in the
center of the distribution eventually begins to pull it down. The 98
percent curve initially grows, and then plateaus just below 3.0
standard deviations. The spread of the top three curves shows that
for the Lognormal models it is primarily the outermost two percent
that gets stretched into the extreme upper tail.

So, while 920 parts per thousand are moving toward the mean,
and while another 60 parts per thousand get slightly shifted outward
and then stabilize, it is primarily the outer 20 parts per thousand that
bear the brunt of the stretching and elongation that goes with
increasing skewness.

THE PURPOSE OF ANALYSIS

The purpose of analysis is insight, and to gain insight from our
data we have to filter out the probable noise in order to find any
potential signals. This is the objective of statistical analysis. Statistical
techniques seek to wrap-up the routine variation so that we can
identify the unusual values within our data.

When working with experimental data that may have taken
months to obtain, statisticians tend to very carefully model the
routine variation, in order to be sure that the interval associated with
the probable noise will be unlikely to contain any of the potential
signals that the researchers have just spent time and money trying to
find. This approach is like using the table in Figure 6. Fit a model, fix
the area to filter out, and then find the exact width of interval to use.

With industrial data a simpler approach is feasible. Here we are trying to do
the same thing over and over, and the signals of interest are signals of changes
that are substantial enough to be of economic impact. So we bundle up nearly
everything as probable noise and react only to potential signals that are clearly
not part of the routine variation. From Figure 2 we see that the mean plus or
minus three standard deviations will filter out 98% or more of every lognormal
distribution. This one-size-fits-all approach will filter out virtually all
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of the probable noise for any set of data that might be modeled by a
Lognormal distribution.

Region where we find
at least 98% of the Routine Variation
(the Probable Noise)
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Figure 8: How Three-Sigma Limits Work with Lognormals

SUMMARY

So how do you filter out the noise when you think your data are
modeled by a Lognormal distribution?

You could find bespoke values for the parameters of a Lognormal
distribution based on your data, and then find the exact interval that
will wrap-up a specific amount of the probable noise.

Or you could use the one-size-fits-all approach of three-sigma
limits. This approach is guaranteed to filter out at least 98% of the
probable noise regardless of which Lognormal model may fit your
data. Which is why Shewhart’s process behavior chart works even
when you think the data might be Lognormally distributed.

Either way, regardless of whether we construct a complex filter or
use a simple filter, we are talking about packaging that portion of the
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data that will be of little interest. The interesting parts of our data
will be the potential signals that are left over after we filter out the
noise. This is where the insights will be found. And the best analysis
will always be the simplest analysis that allows us to gain these
insights.
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